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Abstract—The potential benefits of high density, non-volatility,
and reduced leakage-power consumption make STT-RAM a
credible successor to SRAM in caches. However, STT-RAMs
experience higher write energy and latency, curtailing their
potential for commercial implementation. Relaxing the retention
time of STT-RAM can overcome these downsides by reducing both
write latency and energy. But, significant reduction in retention
time can result in premature expiry of blocks requiring frequent
refreshes or write backs, which can increase the cache miss-rate
and impact performance.

Our proposed technique, TEEMO, divides an STT-RAM-
based last level cache (LLC) set-wise into two parts with
different retention times. Fetched cache blocks are placed in
the corresponding sets based on the requests type (i.e., read or
write). By dynamically tracking recent access intensities, blocks
are prudentially managed such that write-intensive blocks are
directed to LLC sets with lower retention time, whereas LLC sets
with higher retention time handle read-intensive blocks. Moreover,
maintaining uniform temperature across an LLC bank is crucial
as temperature directly affects the performance, retention time,
and lifetime of the STT-RAM cells. By employing a write-counter-
based dynamic block allocation, TEEMO balances write accesses
across the cache sets to maintain a uniform power density, and
hence, the temperature, across the LLC bank.

Our evaluation shows that TEEMO reduces the energy-delay
product with up to 44.8% and improves performance by 12.5%,
on average, over a baseline SRAM based ISO-area LLC. TEEMO
reduces the spatial thermal variance from 8.1 ◦C to 4.2 ◦C, and
reduces chip failure rate by more than 95% over prior art.

Index Terms—Thermal Management, STT-RAM LLC, Multi-
Retention Cache, Multi-core Architecture, Energy Efficiency,
Thermal Stability, Chip Failure Rate

I. INTRODUCTION

Emerging memory technologies, such as spin-transfer torque
RAM (STT-RAM) [9], phase change memory (PCM) [47], and
flash memory [14], are investigated by designers and architects
to mitigate the low density, poor scalability, and high leakage
power of conventional SRAM. Out of all these, STT-RAM
has the potential to replace SRAM due to its low leakage
power, high endurance, and same read access times. The
primary issues for STT-RAM caches are its longer write latency
and higher write energy usage as compared to conventional
SRAM [12]. STT-RAM is also sensitive to temperature, which
directly impacts electromechanical properties and affects the
retention time, switching energy, and chip failure rate [13], [15],
[34], [51]. In fact, increasing the temperature of an STT-RAM
from 30 ◦C to 100 ◦C can cause a 25% drop in sense margins

TABLE I: Comparison: Refresh vs Write-back based STT-RAM
cache (normalized to an 8 MiB SRAM cache)

Metric/
Retention

Relaxed
Cache
Type

Norm.
IPC

Norm.
Dyn

Energy

Refresh
Energy
(%) wrt

Dyn. Energy

Norm.
MPKI

Norm.
EDP

1 ms
Refresh 0.50 101.76 96.5% 0.98 1.44

Write back 0.77 4.37 3.67 0.585

10 ms
Refresh 0.89 9.47 59.7% 0.99 0.37

Write back 0.93 3.60 1.68 0.39

100 ms
Refresh 0.92 3.15 10.22% 1.084 0.40

Write back 0.92 4.21 1.042 0.41

1 s
Refresh 0.88 3.10 1.26% 1.025 0.38

Write back 0.90 3.81 0.985 0.38

during a cache read, whereas write latency raises by up to
20% [15], [53]. Hence, mechanisms to ensure high performance
are needed to limit write latency and write energy overheads
while maintaining a uniform and safe temperature across an
STT-RAM cache.

The write latency and energy can be improved by relaxing
the retention time of the STT-RAM cell. The implementation of
such mitigations can be done by trimming the cell’s magnetic
surface area, resulting in reduced current requirements to
write into the memory cell, which lowers write latency and
energy [50]. The reduced write energy can also improve the
spatial thermal behavior, as writes constitute a significant part of
the total cache power consumption. However, a lower retention
time increases the number of cache write backs or refreshes
due to the early expiry of cache blocks. During refreshing, a
cache block is first read and then written back to the cache [49]
and, the usage of dynamic refresh schemes (DRSs) can incur
additional performance and energy overheads [5], [11], [35]
due to bank contention and refresh energy.

Table I presents a comparative analysis (for a set of
benchmarks listed in Table V) over several metrics (instructions
per cycle (IPC), dynamic energy, refresh energy, misses per
kilo instructions (MPKI), and energy-delay product (EDP)) for
caches with relaxed retention time of 1 ms, 10 ms, 100 ms,
and 1 s, which employ either DRS or write back, and is
normalized to an 8 MiB SRAM LLC (configuration is detailed
in Section IV). The increased refresh count for the case with a
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retention time of 1 ms leads to significantly higher energy usage
for DRS than the write-back strategy. However, the write-back
scheme increases the miss rate (MPKI) due to premature expiry
of blocks, thus degrading performance (IPC). A higher retention
time potentially improves cache-block liveness, which improves
performance. Overall, a higher retention time significantly
improves the EDP by reducing refresh or write-back overheads.
However, the higher retention time is associated with longer
write latency and increased write energy, and most data blocks
only require being in the LLC for no more than a second [31].
Hence, a trade-off is applicable between retention periods
chosen for a relaxed STT-RAM cache.

Prior techniques have chosen a hybrid SRAM/STT-RAM con-
figuration [7] or used a multi-retention-based STT-RAM [31],
[45], where a cache is composed of multiple partitions with
different retention times. The overheads induced by DRS and
write back are usually avoided within a hybrid structure by
migrating cache blocks from the lower retention zones to the
SRAM or the higher retention areas of the STT-RAM. In case
of the presence of SRAM, these hybrid caches consume more
power and offer low density, which motivates us to select a
multi-retention STT-RAM cache for our work. The logical
partitioning of the LLC in multi-retention scheme might lead to
thermal imbalance across the cache area due to variation
in cache accesses, which has not yet been considered in
prior arts [5], [11], [31], [35], [36], [37], [45], [49]. As
spatial thermal variance can affect the retention times, TEEMO
introduces a temperature-cognizant multi-retention LLC. In
this work, we:

• first logically divides the sets of an STT-RAM LLC into
two retention times, named read and write retention times,
and the respective groups of LLC sets are named Rd Set
and Wr Set. Based on the type of miss, the fetched block
from memory are placed into the respective set. This basic
mechanism is named ARBA (Section III-A).

• However, in ARBA, a block in a Rd Set (Wr Set) can
become write-intensive (read-intensive) during execution.
To tackle such situations, we next propose a redirection-
based solution that dynamically migrates cache blocks
across the sets, named ARBA-Redir (Section III-B).

Increasing the number of redirections in ARBA-Redir can
increase the write-counts, resulting in spikes in local power
density, leading to higher local temperatures. Increased tempera-
ture impacts the cache lifetime, retention time, and significantly
curtails the cache performance of the local STT-RAM cells,
and leading to a non-uniform cache bank behavior.

• To ameliorate such spatial temperature variation, we
further introduce a write counter-based optimized dynamic
block allocation technique, named ARBA-Balance (Sec-
tion III-C), at the set-level granularity, where fellow groups
are formed. Each fellow group is composed of the mirrored
sets in the Rd Set and Wr Set, and the write-intensity is
balanced by periodically redirecting the block allocations
between the two sets.

• The counter based write redirection of ARBA-Balance

TABLE II: Write access percentages (WAP) for Read Miss blocks
and Write Miss blocks

Benchmark
Read Miss

WAP
Write Miss

WAP
Benchmark

Read Miss
WAP

Write Miss
WAP

Canneal 25.6% 74.4% ACL 42.9% 57.1%
Dedup 48.3% 51.7% HKR 24.1% 75.1%
Fluidanimate 33.2% 66.8% HKS 29.7% 70.3%
Freqmine 41.5% 58.5% KC 39.2% 60.8%
X264 31.4% 68.6% SC 48.1% 51.9%

Gmean Read Miss WAP: 35.4%, Write Miss WAP: 64.6%

limits the benefits of handling write intensive blocks
at the lower retention zone. Hence, finally, in TEEMO
(Section III-D), we judiciously combine ARBA-Redir and
ARBA-Balance that handles a significant number of writes
at the lower retention zone while maintaining a lower
spatial thermal variance.

After presenting the relevant background and motivation
in Section II, we detail all policies of TEEMO, and show
how the upsides of these policies can be exploited together in
Section III. Note that, for all policies of TEEMO, we write
back the blocks to the main memory once the blocks expired
during their residency in the LLC, like prior works [31], [35].
Through full system simulation (Section IV), we empirically
evaluate the potential of TEEMO in reducing spatial thermal
variance. The evaluation is performed on layouts from three
different configurations detailed in Section V-A, where layout
defines the placement of Rd and Wr sets at various granularity.
TEEMO is able to reduce the maximum spatial thermal variance
of 8.1 ◦C to 4.2 ◦C. This results in more than a 95% reduction
in chip failure rate. Overall, with a 12.5% improvement in
performance over an SRAM-based LLC baseline with ISO-area,
TEEMO reduces the EDP in the range of 11.5% - 61.8%, over
a baseline STT-RAM, baseline SRAM, and a prior technique
(HALLS [35]). TEEMO achieves its performance improvement
by restricting premature expiration of cache blocks, which
reduces the LLC miss-rate by up to 14.6% and 33.4% over the
baseline STT-RAM and HALLS, respectively. We detail the
results and analysis in Section V. To the best of our knowledge,
TEEMO is the first technique that attempts to ensure a uniform
performance of a multi-retention STT-RAM based LLC by
addressing thermal variance across the cache area through a
prudential write-balance mechanism. We conclude the paper
in Section VII after discussing the prior work in Section VI.

II. BACKGROUND AND MOTIVATION

Before detailing TEEMO, we present a primary analysis of a
set of PARSEC and Ligra benchmarks [16], [48] simulated in
gem5 [17]. The analysis shows that around 35% of the cache
blocks are allocated due to a read-miss, and almost 65% of the
cache blocks due to a write-miss for the considered quad-core
system (detailed in Section IV). However, using the type (read
or write) of the access that brings a block into the cache is
not a conclusive indication regarding if a cache block is read-
or write-intensive. Table II shows that, on average, 35% of all
write accesses are to cache blocks allocated on a read.
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(a) Read Accesses

(b) Write Accesses

Fig. 1: Average Access Retention of different cache sets for
benchmarks with various retention times.

If the blocks loaded due to write-misses later become
read-intensive, no significant overheads in terms of read
energy and latency will be noticed. This is because the read
energy and latency are almost identical for any two retention
periods (as evident from the Table IV). However, storing read-
intensive blocks at the lower retention partition might cause
additional refresh overheads in terms of performance and power
consumption. To overcome refresh overhead, a read-intensive
block at the low retention partition will be written back to
the main memory on the expiration of the retention period for
all four policies of TEEMO by adopting prior counter-based
techniques [31], [35].

We evaluate four different retention times to motivate the use
of a partitioned cache. We consider all cache sets and capture
the average length between two consecutive writes and two
consecutive reads for each set. Figure 1 shows the percentages
of all cache sets that belong to the retention time range for
the average time-gap between two consecutive (a) Read and
(b) Write accesses, respectively. Furthermore, for all considered
applications, the longest LLC residency for an LLC block has
been found to be 1 s.

From Figure 1, we notice that for any access, the average
retention time for all of these applications mostly lies within the
range of 0−100 ms (85% for read and 98% for write). Notably,
82% of the cache sets are within the lowest retention group of
0−10 ms for Write accesses (see Figure 1b), which motivates
us to create a separate group of cache sets for write-intensive
blocks. Whereas, in the case of read accesses (see Figure 1a),
40% of the cache sets belong to the retention range of 0−10 ms.
As a write operation is equivalent to a refresh, we decide to
place write intensive blocks at the cache sets having lower
retention time. On the other hand, read-intensive blocks should
be placed in the cache sets with higher retention time to reduce

refresh energy.
Diversity in the write-intensity across different cache sets

leads to different power consumption profiles of the cache sets.
Temperature of the STT-RAM significantly affects hit time,
miss time, and write latency of the cache. Beigi and Memik [12]
analyzed how temperature aggravates these parameters for
an STT-RAM-based LLC. For example, the latency of an
8 MiB STT-RAM cache can degrade by 21% when the cache
temperature reaches 100 ◦C. Differences in temperature across
an STT-RAM-based LLC entail a non-uniform performance
both temporally and spatially for a single LLC bank. Prior re-
search analyzed the required sense margins of reads and writes
together with energy usage for STT-RAM-based caches [27],
[53]. However, a detailed discussion on circuit/device level
analysis of thermal properties of STT-RAM is out of the scope
for this paper.

We report the maximum and minimum temperature in Fig-
ure 2 while executing a set of PARSEC and Ligra applications.
For different applications, the temperature values differ, and the
difference between the maximum and minimum temperatures
for an 8 MiB LLC can be as high as 10 ◦C. Such spatial thermal
variance further increases with larger LLC sizes. We also
analyzed the same set of benchmarks and plotted the maximum
spatial thermal variances within a single LLC bank with three
different LLC sizes, shown in Figure 3. The smallest LLC has
the lowest thermal variance for all applications, whereas the
largest experiences the highest difference. For large caches,
the access patterns are more sparse than for smaller caches,
resulting in more spatial thermal variance than for smaller
caches. As the temperature in STT-RAM directly impacts
the thermal stability that affects retention time, switching
energy, and chip failure rate [34], [51], reducing spatial thermal
variance across the STT-RAM LLC is crucial. Note that, process
variation also impacts the thermal issues and reliability of the
STT-RAM [43], [56], but detail analysis of which is out of
scope for this paper.

Thermal stability (∆) of the STT-RAM can be represented as:
∆ = Eb

kB·T , where Eb is the energy barrier between two states,
kB is the Boltzman’s constant and T is the temperature of
the cache. By normalizing values of ∆ to 40 ◦C, we plotted
the results in Figure 4 for the retention time of 10ms. This
result implies that higher temperature affects the thermal
stability of the cache. In a recent exploration [12], Beigi and
Memik illustrate the relationship between thermal stability and
retention time for STT-RAM-based LLC. They analyzed the
relationship by considering a range of retention time in between
10−9 to 109 seconds for a wide range of ∆ (20− 80). Prior
analyses [12], [34] also established a relationship between
chip failure rate (F) and thermal stability (∆) as follows:
F = 1−exp{−m · t

τ0
·exp{∆}}, where m is the total number of

devices in the system, t is the retention time, and τ0 represents
the attempt cycle time (typically in the order of 1 ns). Basically,
higher thermal stability drastically reduces both retention failure
and the chip failure rate [23], which can be guaranteed by
maintaining a safe LLC temperature. We also exhibit how
retention failure rate increases with temperature in Figure 4 for

3



 

 

 

 

 

 

 

65

69

73

77

81

85
Te

m
pe

ra
tu

re
 

(in
 c

el
ci

us
)

Max Temperature Min Temperature

Fig. 2: Maximum and Minimum Temper-
ature of an 8 MiB STT-RAM based LLC
(for 80M CC in RoI)

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

0
2
4
6
8

10
12
14

Te
m

pe
ra

tu
re

 D
iff

(in
 c

el
ci

us
)

4MB 8MB 16MB

Fig. 3: Maximum Spatial Thermal Vari-
ance of 4 MiB, 8 MiB, and 16 MiB STT-
RAM based LLC (for 80M CC in RoI)

Fig. 4: Change in (Normalized) Thermal
Stability and (Normalized) Retention Fail-
ure Rate with Temperature
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Fig. 5: ARBA Mechanism

the retention time of 10ms. Higher spatial thermal variance
can cause variable lifetimes of the memory cells with different
retention times, in which lower retention cells having higher
temperature will expire before the colder but higher retention
cells. As retention-time of STT-RAM is reduced with increase
in temperature due to higher write-counts [23], minimizing
write variation can be a potential option to overcome the
temperature-induced issues.

III. TEEMO: PROPOSED TECHNIQUE

In this section, we first discuss ARBA, that simply allocates
cache blocks to the read- and write-sets upon their arrivals
based on the types of the requests. This protocol offers a
static solution that cannot handle dynamic behaviors, like if a
read (write) intensive block becomes a write (read) intensive
block. Hence, we next propose ARBA-Redir, which migrates
blocks from read sets to write sets on-the-fly. But, a high
number of migrations negatively impacts performance, and
the increased write intensity might generate hotspots at the
write sets. To mitigate these challenges, we further propose an
ARBA-Balance mechanism that attempts to balance the write
counts. This Adaptive Fellow Group Sets based mechanism
keeps enough room for reducing the write variation such that
(spatial) thermal variance is reduced since the dynamic energy
for writing is the principal factor that increases the temperature
at the STT-RAM-based LLC. We finally propose TEEMO,
that amalgamates the upsides of all of these prior mentioned
policies while reducing their shortcomings. In TEEMO, we
logically partition the LLC into two equal-sized zones.

A. Access Request Based Allocation (ARBA)

The basic idea of the ARBA is to allocate write (read)
accessed blocks into the lower (higher) retention partition.

Upper Level  Cache
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LLC Coherence 
Directory

Data ArrayTag Array

Wr
Set
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0

Rd
Set

7

4

Address

Control Signal for 
Request Segregation 

Tag XX
WRCntr >= 3

Wr

Rd

Write 
Redirection

Tag
Migration

Fig. 6: ARBA-Redir: Tag Migration & Block Redirection

In particular, all the blocks fetched due to a write-miss are
allocated in the lower retention zone, and all the blocks that are
fetched due to a read-miss are allocated in the higher retention
zone. Figure 5 illustrates the ARBA architecture that logically
splits both data and tag arrays of the cache into two partitions,
named as Read Set (Rd Set) and Write Set (Wr Set). The cache
organization of ARBA dictates that the same number of sets is
used for both the read and write partitions. An equal number
of sets enable the same index and tag to be used to access
both partitions. A single bit is used to determine if a cache
block is located in the read or write partition, determined by
the type (read or write) of the memory access that first brings
the cache block into the cache. This additional bit, named as
trace-bit, is stored in the cache-coherence directory entry for
the block, with limited overhead. The trace-bit eliminates the
need to access both the read and write partitions in parallel
to determine the presence of a cache block. Note that, each
LLC access follows the standard access mechanism that passes
through the directory entry [44].

B. Write Intensity Based Block Redirection (ARBA-Redir)

The static redirection of the blocks in ARBA does not handle
the situation of a read-intensive block becoming write-intensive,
or vice versa. This might incur performance degradation due to
higher write counts at the Rd Set, which can also increase power
density, so the temperature, at the Rd Set. Hence, the prime
objective of ARBA-Redir is to place and dynamically manage
the write-intensive blocks at the Wr Set, which can be achieved
by migrating blocks from the Rd Set to the Wr Set. However,
such migration might cause additional performance as well
as implementation overheads. To overcome such overheads,
ARBA-Redir redirects the write back of a write-intensive block
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from an upper-level cache intended for the Rd Set to the Wr
Set. Such write redirection does not incur any additional storage
overhead or any significant logic implementation, unlike way-
based techniques to mitigate write variation [41]. To identify
write-intensive blocks in the Rd Set, a 2-bit write counter
(WRCntr in Figure 6) is incorporated into each tag entry of
the Rd Set. These write counters are incremented upon each
write hit in the Rd Set. Upon reaching the maximum value of
the write counter, the next write hit is redirected to the write
partition, the cache block is invalidated in the read partition,
and the respective trace-bit is updated in the cache-coherence
directory. A cache block is evicted if there is no available
space in the targeted write set, similar to a normal cache block
allocation. Figure 6 shows the brief working mechanism of
ARBA-Redir, where our 2-bit write counter is shown as XX
and attached with tag. With ARBA-Redir, the drawback of a
static block allocation of ARBA is reduced by redirecting write-
intensive blocks to the Wr Set. However, redirection increases
the power density of the Wr Set, and so the temperature
difference between the Rd Set and Wr Set.

C. Adaptive Request Sharing in Fellow Group (ARBA-Balance)

ARBA-Balance focuses on reducing the thermal variance
between the write and read partitions, without considering
optimizations for the retention time. To overcome the thermal
variance of the earlier approaches, ARBA-Balance manages the
block allocation requests within the corresponding set of the
write and read partitions, which we call a fellow group. For
example, the i-th sets (as per physical location) from each of
the write and read partitions belong to the same fellow group.
ARBA-Balance distributes the write accesses across a fellow
group uniformly so that the variation in write power density
between the Rd Set and Wr Set is reduced. This is in contrast
to the previous approaches [35], [37] that try to allocate write-
intensive blocks in the write (or lower retention) partition. In
Section III-D, we will see how the two approaches can be
combined into a single holistic block management technique.

The bottom part of Figure 7 (enclosed in dotted area) shows
the representational working principle of ARBA-Balance. As
given in Figure 7, counters C0 f 1 and C0 f 2 (for the actual set
indices 0 and 4) are associated with the respective Wr and
Rd Set for each fellow group. These write counters are used
to count the number of writes to the respective sets. At a
pre-defined interval (I), the counter values within each fellow
group are examined. Based upon write count of the sets in
the fellow group, different types of requests for allocation are
redirected with the following cases:

• Case 1: Difference in write count between Rd and
Wr members is greater than a given threshold (i.e.,
Ci f 2−Ci f 1 > T hr): All data blocks allocated due to a read
miss are allocated in the Wr member for next interval.

• Case 2: Difference in write count between Wr member
and Rd member is greater than a given threshold (i.e.,
Ci f 1 −Ci f 2 > T hr): All blocks allocated due to a write
miss are allocated in the Rd member for the next interval.
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Fig. 7: TEEMO: Request Redirection (ARBA-Balance) & Block
Redirection (ARBA-Redir)

Once the counter values are examined at the end of each
interval, the counters are reset for the next interval. Note that,
tag migration is not implemented in ARBA-Balance.

ARBA-Balance reduces the variation in the write counts
between the read and write sets, and hence the write power
density. However, due to redirecting write-accesses to the Rd
Set many writes are handled by the Rd Set. This leads to a
performance bottleneck in terms of latency and energy. At the
same time, the overall reduction of writes at the Wr Set reduces
its temperature, which reduces the difference in temperature
between the Rd and Wr Set. Basically, shifting a batch of
writes at regular intervals enables both the Rd Set and Wr Set
to be cooled down and heated up alternatively.

D. Request Sharing and Redirection in Fellow Group (TEEMO)

The prime objective of TEEMO is to handle the write requests
at the Wr Set, while attempting to balance the write counts
across the LLC to manage the thermal variance. Hence, the
working mechanism of TEEMO combines the techniques of
ARBA-Redir and ARBA-Balance. By employing ARBA-Balance,
TEEMO periodically redirects the block allocations to reduce
the write variations between the member sets of each fellow
group. However, within each period/interval, TEEMO also
reduces the write pressure at the Rd Set by employing the
ARBA-Redir scheme. Hence, the gained thermal benefits of
ARBA-Balance, which reduces spatial thermal variance by
balancing the write counts, is improved further in TEEMO due
to integration of the dynamic write redirection of ARBA-Redir.
Basically, integrating ARBA-Redir reduces the write counts at
the Rd Set, which leads to temperature reduction in the Rd Set,
as writing at the higher retention zone consumes higher energy.
Note that, the blocks are redirected (within an interval) to the
Wr Set which are written at least twice during their residency
in the Rd Set. Overall, TEEMO judiciously handles significant
writes at the partition with lower retention time, that offers both
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reduced write latency and write energy. In addition, TEEMO
evicts dead write blocks from the Rd Set upon expiration of
their retention time, that can potentially increase the (read
intensive) live block count. Note that, a dead write block
implies a block that has been written at most twice during their
LLC residency in the Rd Set. Figure 7 represents the overview
of the working mechanism of TEEMO. The combined policy
of TEEMO integrates the benefits of the two techniques in
addition to the judicious eviction of dead write blocks from the
Rd Set. By combining all of these techniques, TEEMO achieves
higher thermal benefits by balancing the write-counts across the
LLC, which assists in maintaining stable temperature-induced
characteristics of the multi-retention LLC.

E. Implementing TEEMO

To implement TEEMO, we enable block redirection during
write backs. The LLC controller detects if a write operation is
directed to a write intensive block in the Rd Set by checking
the 2-bit write counter associated with each tag entry. However,
before redirecting the write back, a proactive replacement might
have to be performed at the Wr Set to free up the space in the
set. We use a counter-based write balancing technique, with a
10-bit counter (Ci) for each set, which tracks the number of
writes to the set during a given interval. For an 8 MiB LLC,
the counter overhead is 11 KiB (Ci and WRCntr in Figure 7),
which incurs small area and energy overheads of 0.3% and
0.8%, respectively [10]. The write counter can be accessed in
parallel while accessing the tags, without incurring any timing
overhead. An expired block in the LLC is always written back
to the main memory, which can be implemented by adopting
prior techniques like CacheRevive [31]. The additional trace-bit
for each cache block entry in the coherence directory incurs a
negligible overhead. We have based the performance results
on an inclusive directory cache [44].

IV. METHODOLOGY

We simulated a homogeneous CMP with four x86 cores
in the gem5 full system simulator [17]. Each core has a
private 32 KiB data and instruction L1 caches [1], [2]. A
single 8 MiB bank of the STT-RAM L2 cache acts as the
shared LLC. TEEMO is agnostic to the number of cache
levels, however, simulation time limits the type of workloads
that can be evaluated, and a deeper cache hierarchy would
require applications with larger working sets to create a realistic
workload for the LLC. Note that, Apple have opted for a two-
level cache hierarchy in their M1 and M2 chips [3]. Table III
details the system configuration used for all simulations. We
modeled different retention times and energy parameters as
specified in Table IV (obtained from CACTI-STT [10]).

Recently, Samsung [45] and TSMC [4], [26] fabricated STT-
RAM chips on 28 nm and 22 nm technology nodes, and the
implementations with smaller technologies are still in progress,
which motivated us to consider a 22 nm technology node for
the power/thermal analyses for both STT-RAM and SRAM.
We compare against two SRAM configurations (SRAM C
(ISO-capacity) and SRAM A (ISO-area)) and an STT-RAM

TABLE III: TEEMO: System Configuration

System Component Configuration
CPU x86 quad-core, @2GHz

L1 SRAM I/D-Cache 32 KiB, 64 B cache block,
4-way, LRU, MESI

L2 STT-RAM Cache

8 MiB, 64 B cache block,
16-way, Non MRU, MESI

Retention Times: 10 ms and 1 s
(with cache sets 0-4095, 4096-8191,

respectively)
Main Memory 8 GiB DRAM

configuration (STT-RAM B) with two retention zones,
but without access-type aware block placement or non-
partitioned random data placement as the normal cache.
We also set the values of read and write set retention to 1 s
and 10 ms, and T hr to 501 for ARBA-Balance and TEEMO.

We integrated McPAT [39], CACTI-STT [10], and
HotSpot [55] with gem5 [17] into a complete performance-
power-thermal simulation framework. Periodic performance
traces are collected from gem5 that are fed to McPAT and
CACTI-STT. Considering prior thermal analyses [19], [20],
the periodic interval is set to 0.33 µs, during which the
temperature across the CMP is assumed stable. Dynamic
power for individual on-chip components are provided by
McPAT, except for the STT-RAM L2 cache, for which CACTI-
STT is used. The leakage estimation in McPAT and CACTI-
STT assume uniform on-chip temperature. To overcome this
shortcoming, we compute component-wise leakage power by
considering the temperatures of each on-chip component at
the end of the last period [28], [29], [30]. The total power
consumption (which includes power consumption for trace bits
and write counters), derived from dynamic and leakage power
estimations, is fed to HotSpot to generate the temperature
traces. The HotFloorPlan module of the HotSpot simulator
generates the floorplan of the CMP once at the beginning by
considering the component-wise area estimation from McPAT
and CACTI-STT. The floorplan of the considered homogeneous
CMP is shown in Figure 8. The shared L2 cache is placed
at the center and the cores are placed at the periphery of
the chip. These core areas are equipped with execution units,
instruction scheduler, reorder buffer, branch prediction, memory
ordering units, interrupt handler, and the L1 caches. Table VI
lists the parameters used for the HotSpot simulations. For
STT-RAM, we have used parameters reported by Beigi and
Memik [12]. We use read (R), write (W), and mixed (M)
intensive multi-threaded PARSEC [16] (with large-sized input)
and Ligra [48] lightweight graph processing (with medium-
sized input) benchmarks, listed in Table V. We use four threads
for each of the PARSEC and Ligra applications, where each
core executes one thread each. We evaluate the CMP for the
highest possible workload, and thus, all cores are always active.

ISO-Area and ISO-Capacity SRAM LLC: Our considered
8 MiB 16-way associative STT-RAM is used for ISO-area
(SRAM A) and ISO-capacity (SRAM C) evaluation with

1We have conducted experiments with different values and found these as
stable ones. The results are not shown due to page limit.
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TABLE IV: Time, Energy, and Area values for SRAM (ISO-Area (A)/ISO-Capacity (C)) and
STT-RAM caches (4/8MiB, 64B block, 16-way) for multiple retention times

Memory Device SRAM STT-RAM

Cache Size 4 MiB 8 MiB 8 MiB
Retention Time-Feature Size (C/A) 22 nm CMOS(C) 22 nm CMOS(A) 1 ms 10 ms 100 ms 1 s

Wr Energy (pJ) (per access/bit) 1.200 0.950 4.590 5.542 5.963 6.202
Rd Energy (pJ) (per access/bit) 1.200 0.950 0.632 0.651 0.654 0.665

Leakage Power (at 350 K) 2593.65 mW 1315.5 mW 930.13 mW
Rd Latency (cycles) 3 2 3 3 3 3
Wr Latency (cycles) 3 2 5 7 9 11

Area 16.44 mm2 9.48 mm2 4.446 mm2 4.748 mm2 5.225 mm2 6.305 mm2

TABLE V: Benchmark Applications (R:
Large Read MPKI, W: Large Write MPKI
and M: Comparable Read and Write MPKI)

Benchmark-Suites Applications

PARSEC [16]
Canneal (W), Dedup (R),
Fluidanimate (R),
Freqmine (M), X264 (W)

Ligra [48]

ACL-Sync-Local-Opt
(ACL) (R), HeatKernel-
Randomized-Parallel
(HKR) (R), HeatKernel
-Serial (HKS) (R), KCore
(KC) (M), SetCover (SC) (M)

TABLE VI: Parameters for thermal modeling in HotSpot [12]

Layer Thermal Conductance Heat Capacitance Depth
(W/mK) (J/m3K) (µm)

Heat Sink 400.00 3.55×106 6,900
Heat spreader 400.00 3.55×106 1,000
TIM 4.0 4.00×106 20
Core/SRAM cache 100.0 1.75×106 150
STT-RAM cache 15.6 3.44×106 150

Execution
Unit

Inst. Sched.
& ROB

L1 Data
Cache

L1 instruction
Cache

Inst. 
Decoder

Memory
Ordering Unit

Branch
Pred. Unit

Interrupt Serv.
Unit

Core 0 Core 1

Core 2 Core 3

Shared L2 Cache

CMP

C
o

re
 A

re
a

Fig. 8: Floorplan of the four core based CMP

Write mats
Contain 
Wr Sets

Read mats
Contain
Rd Sets

(A) (B) (C)

* Mat Size:   16KB
* #Sets/Mat: 16
* #Way/Mat: 16

Fig. 9: Physical layouts of LLC at mat-level granularity

SRAM caches. The increase in retention time for the STT-
RAM increases the cache area; however, the 8 MiB STT-RAM
with 1 s retention time still shows better storage-density over
the 4 MiB (22 nm) SRAM. For all retention times, STT-RAM
outperforms 22 nm CMOS SRAM in terms of storage density
and leakage power; however, STT-RAM has higher write energy
and latency than all the considered SRAM structures. For ISO-
capacity, STT-RAM has almost 3× higher storage density over
the 22 nm CMOS SRAM. For all the relevant analyses, we
include the results for both of these SRAM structures to show
the efficacy of the policies of TEEMO.

V. RESULTS

We begin with evaluating the thermal efficiencies for different
physical layouts of the STT-RAM LLC, by analyzing thermal
behaviors at the mat-level granularity [52] to select the apt
layout. Next, we illustrate the efficacy of TEEMO in improving
the performance and thermal efficiency of the STT-RAM LLC.
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Fig. 10: Changes in Peak temperature across different layouts
for ARBA and TEEMO (lower is better)

A. LLC Layouts

We considered three physical layouts of the STT-RAM LLC,
as shown in Figure 9, at the mat-level granularity [52]. Each
mat consists of 16 read or write sets resulting in a total size of
16 KiB, and are called read-mat or write-mat, respectively. The
first layout, Figure 9 (A), places all read-mats in a single cluster,
and all write-mats are placed in another cluster. The second
layout, Figure 9 (B), groups four read/write-mats together and
places the groups of read and write-mats alternatively, row-
wise. In the final layout, Figure 9 (C), the read and write-mats
are placed alternatively by following a checkerboard pattern.
The baseline STTRAM B is implemented with two retention
times without any write balancing policy. We applied ARBA
with a single retention time of 10ms, which is the best case for
write-back-based STT-RAM LLC in terms of EDP and IPC,
as per Table I. While applying TEEMO, two retention times
are considered.

Figure 10 shows all three STT-RAM layouts experience
almost similar peak temperatures for both ARBA and TEEMO,
which implies that the layout has no significant effect on
temperature. While applying TEEMO, (A) experiences a 6.1 ◦C
reduction in peak temperature for the whole LLC, on average.
Specifically, for read sets, layouts (A), (B), and (C) experience
4.3 ◦C, 4.35 ◦C, and 4.39 ◦C reduction in peak temperature
on average, respectively. For write sets, these benefits are
6.11 ◦C, 6.14 ◦C and 6.16 ◦C on average for (A), (B), and (C),
respectively. These results show interleaving designs like (B)
and (C) have negligible thermal benefits over (A). In summary,
the poor heat conductivity and the high thermal capacitance of
STT-RAM materials limit the thermal benefits of interleaving
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layouts, resulting in the power consumption of individual mats
being the dominant factor in determining temperature. We have,
therefore, opted to only show results for case (A).

B. Performance

TEEMO intends to limit the premature expiry of the blocks
by devising a multi-retention STT-RAM LLC. Figure 11 shows
a reduction in write-back-counts than our baseline STT-RAM-
based LLC (i.e., STT-RAM B), and almost all the TEEMO
policies offer a significant decrease in the number of write
backs ranging from 35.1 − 46.7% over STT-RAM B. Such
reduction in write backs enhances the residency period of
individual cache blocks, reducing LLC misses. However, with
HALLS, due to the mapping of application in the higher
retention partition for the large execution period, there is
no significant write-back overhead by TEEMO over HALLS.
Figure 12 shows the achieved reduction in MPKI for all our
policies’ considered benchmark applications. As multi-retention
is enabled for all policies, all of them show improvements in
MPKI ranging from 7.1 − 14.6% over STT-RAM B, 27.5
− 33.4% over HALLS. The respective improvements in the
read and write MPKI are 14.1 − 18.3% and 0.5 − 9.1% over
STT-RAM B, and 31.5 − 34.9% and 21.3 − 31.3% over
HALLS. Note that the improvement over HALLS is due to
allocating cache blocks in only one partition (either in Rd Set
or in Wr Set). However, compared to SRAM C and SRAM A
with no write backs/expiry, the degradation with SRAM C and
improvement with SRAM A in MPKI are observed, which
are in the range of 18 − 28% (33 − 41.1% in Read MPKI2

and 1.7 − 11.5% in Write MPKI3) and 15.2 − 22.1% (15.9
− 20.7% in Read MPKI and 13.6 − 24.5% in Write MPKI),
respectively. Note that, the less Write MPKI degradation over
SRAM C by the workload is due to associativity management
through fellow sets. While considering performance4, TEEMO
and ARBA-Balance show higher IPC (by 12.3% and 12.5%,
respectively) than the other two. Overall, TEEMO achieves
an IPC improvement in the range of 3−5.4%, 9.8−12.5%,
and 8.5−11.2% over STT-RAM B, SRAM A, and HALLS,
respectively. Due to a higher retention time of Rd Sets, live
read blocks are benefited from longer cache residency, which

2The worst case degradation of Read MPKI that is observed with Fluidani-
mate and ACL (read intensive) are 48.2% and 44.3%.

3The worst case degradation of Write MPKI that is observed with Canneal
and X264 (write intensive) are 10% and 11.8%.

4We omitted detailed graph of IPC improvement due to space limitation.

improves the IPC for read-intensive applications (e.g. ACL,
HKR, etc.). However, due to less access latency and no write
back, IPC degradation for all applications lies in 3.4−5.7%
over SRAM C.

C. Write Variation

As existing diversity in write variation leads to spatial
thermal variance across the LLC, we first show the effectiveness
of TEEMO in balancing write variation. To mitigate the write
variations across the cache sets (termed as inter set write
variation (InterV) [6], [32] (in percentage)), both ARBA-Balance
and TEEMO incorporate a fellow set-based mechanism that
further balances the write counts, so mitigation to the write
endurance, without a noticeable impact on the performance.
Further, by balancing the write counts with InterV values of
42.2% and 49.9% on average, ARBA-Balance and TEEMO
achieve 1.40× and 1.18× improvement in lifetime over STT-
RAM B, respectively. Table VII lists the InterV and normalized
lifetime values. Table VII shows that InterV is reduced in the
case of ARBA-Balance for most of the benchmarks (in a range
of 23.4-77.1%), trimming the benefits of multi-retention LLC,
which is solved in TEEMO by implementing dynamic write
redirection of ARBA-Redir. Whereas, for HALLS, due to the
mapping of an application to one retention partition, the InterV
value is large (140.9%), and the lifetime is reduced to 0.5
times. Note that the InterV (lifetime) value of TEEMO are
slightly higher (lesser) than for ARBA-Balance; however, the
impacts on overall performance (IPC) are almost similar for
both of these policies.

To show the efficacy of write variation for the different
policies, we further captured the temporal changes in temper-
ature for 80M clock cycles (within RoI) for all policies of
TEEMO. Figure 13 shows the changes in temperature for all
four policies for Fluidaminate application. For ARBA, Wr Set
trivially experiences higher temperature (Figure 13a). Whereas,
redirection of writes in ARBA-Redir increases the temperature
(Figure 13b) at the Wr Set which results into higher thermal
variance (of around 7.1 ◦C on average) between Rd and Wr Sets
than ARBA (of around 5.8 ◦C on average). The counter-based
write balancing in ARBA-Balance reduces the thermal variance
of ARBA-Redir to around 5 ◦C (Figure 13c), and alternative
periodic block allocation maintains alternative hot and cold
thermal profiles for both partitions. Hence, TEEMO shows
almost similar thermal benefits of ARBA-Balance (Figure 13d),
with prudential handling of the writes at the Wr Set.

D. Temperature and EDP

To show the temporal temperature changes, we first compare
the temporal changes of TEEMO with HALLS [35], and the
results for Fluidanimate are shown in Figure 14. For Rd
and Wr Sets, TEEMO surpasses HALLS, which is almost
the same for the other applications and is not shown here
to avoid redundancy. To show the changes in spatial thermal
variance, we further plot the maximum (the worst case) spatial
thermal variances between Rd Set and Wr Set in Figure 15.
For all of our considered applications, both ARBA-Balance
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Fig. 13: Temporal Changes in Temperature at the Rd and Wr Sets for Fluidanimate.

TABLE VII: Inter Set Write Variation and Lifetime Analysis

Metric Policy Cann Ded Fluid Freq X264 ACL HKR HKS KC SC

InterV

STT-RAM B 34.7% 46.6% 40% 60% 93.6% 53% 75% 76.2% 60.7% 74.5%
HALLS 95% 103.4% 101% 158% 135% 92.3% 290.5% 293.2% 188.3% 98.1%
ARBA 60.2% 59.3% 45.3% 72.3% 102.1% 48.6% 78.3% 78.5% 62.1% 53.9%
Redir 71.7% 91.8% 58.1% 88.8% 115.8% 62.2% 81.3% 80.5% 67.6% 80.4%

Balance 23.4% 24.5% 24% 47.5% 77.1% 43.5% 62% 53.2% 41.7% 59.2%
TEEMO 27.6% 33.2% 32.1% 56.4% 85% 46.3% 70.6% 56% 50% 69.7%

Lifetime

STT-RAM B 1 1 1 1 1 1 1 1 1 1
HALLS 0.41 0.57 0.53 0.21 0.44 1.07 0.54 0.42 0.50 0.65
ARBA 0.67 0.82 0.81 0.88 0.76 1.47 0.90 0.97 0.98 0.79
Redir 0.45 0.64 0.70 0.65 0.62 0.97 0.78 0.85 0.88 0.67

Balance 1.33 1.37 1.45 1.46 1.40 1.93 1.1 1.33 1.54 1.21
TEEMO 1.13 1.13 1.18 1.31 1.1 1.67 0.91 1.13 1.28 1.05

Fig. 14: Temporal Changes in Temperature for Fluidanimate
(for 80M cc): TEEMO vs. HALLS [35]

(4.7 ◦C) and TEEMO (5.2 ◦C) show a better reduction in
spatial thermal variances over the first couple of policies and
HALLS. However, TEEMO shows the best results due to its
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Fig. 15: Maximum Spatial Thermal Variance

better write balance mechanism, for which Rd Set and Wr
Set consume almost similar dynamic energy. While reducing
spatial variance across the LLC, TEEMO is also effective in
reducing peak temperatures of Rd Set and Wr Set, which are
shown in Figure 16 and 17, respectively. Shifting of writes
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Fig. 16: Peak Temperature at read set
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Fig. 17: Peak Temperature at write set
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Fig. 18: EDP normalized to STT-RAM B (Lower is better)

from the Rd Set for all TEEMO policies reduces temperature
at the Rd Set with a range of 4.3 - 5.2 ◦C and 5.4 - 6.2 ◦C over
STT-RAM B and HALLS. But, increased write intensity at the
Wr Set for ARBA and ARBA-Redir leads to higher temperature
at this zone. Our prudential write balancing mechanisms of
ARBA-Balance and TEEMO reduce the temperature at the Wr
Set, and TEEMO surpasses all other policies. Overall, ARBA-
Balance and TEEMO are able to reduce peak temperature of
Wr Set in the respective ranges of 3 - 4.2 ◦C and 4.8 - 6.1 ◦C
over STT-RAM B and HALLS. The EDP improvements over
STT-RAM B for all policies are shown in Figure 18. TEEMO
achieves EDP gain of 11.5% over STT-RAM B, 61.8% over
SRAM C, 44.8% over SRAM A and 19.8% over HALLS.

E. Reliability

Figure 19 shows the worst-case retention failure probability
for the baseline STT-RAM and the read and write sets of
TEEMO. The results show that the worst-case retention failure
is high for the baseline STT-RAM (0.034 on average), which is

significantly reduced for TEEMO, where both read (0.019 on
average) and write sets (0.022 on average) observe 44% and
35% reductions. The reduction in peak temperature reduces
retention failure probability, which shows TEEMO’s robustness.

TABLE VIII: Ratio of Normalized Thermal Stability: ∆(Wr Set)
∆(Rd Set)

STT-RAM B HALLS ARBA Redir Balance TEEMO

∆ (Rd Set) 1 1 1 1 1
Ratio 0.952 0.969 0.929 0.915 0.965 0.989

By considering the LLC temperature, we further evaluated
∆(Wr Set)
∆(Rd Set) and average percentage reduction in F (chip failure
rate), and the respective results are shown in Figure 20 and 21.
Table VIII shows how ∆(Wr Set)

∆(Rd Set) is increased from ARBA
to TEEMO, that indicates better write balancing, entails an
improved temperature balance across the multi-retention STT-
RAM LLC. For all ten applications, ∆(Wr Set)

∆(Rd Set) is close to 1,
which shows TEEMO balances the thermal stability at both
portions of LLC. By substantially reducing temperature than
baseline, TEEMO gets more than 95% improvement in F for
both Rd and Wr-Sets over baseline, which is remarkably high.

F. Scalability Analysis

We further experimented with smaller and larger cache sizes
to analyze scalability of TEEMO. For smaller cache size of
4 MiB, power consumption for individual cache accesses are
low, that leads to lower power consumption for the entire
cache space. However, for write intensive applications, power
density is high, but still it is lower in magnitude for 4 MiB
LLC than the power consumed by 8 MiB LLC. On the other
hand, while employing 16 MiB LLC, individual cache accesses
consume higher energy that leads to higher temperature. Hence,
out of three different cache sizes, 16 MiB experiences the
highest temperature, while 4 MiB experiences the lowest. We
evaluate the ratio of thermal stability of read and write sets
for all of these three cache sizes, and the normalized results
are presented in Table IX. Although for larger cache sizes,
write sets experience lower thermal stability for all of our
configurations, still TEEMO shows higher ratio over our other
mechanisms as well as state-of-the-art.

TABLE IX: Comparison of Ratio of Normalized Thermal Stability
( ∆(Wr Set)

∆(Rd Set) ) of different LLC sizes (considering ∆ (Rd Set) as 1)

STT-RAM B HALLS ARBA Redir Balance TEEMO

Ratio (4 MiB) 0.972 0.979 0.944 0.922 0.974 0.994
Ratio (8 MiB) 0.952 0.969 0.929 0.915 0.965 0.989
Ratio (16 MiB) 0.921 0.911 0.901 0.874 0.942 0.981

VI. RELATED WORK

A set of prior techniques aimed to minimize the number of
writes entertained in the NVM. Ahn et al. proposed bypassed
based DASCA [8] that predicts dead writes which will never be
subsequently accessed. Another technique, TAP [40], allocates
the blocks in the hybrid cache (comprises SRAM and STT-
RAM) by considering block thrashing, where all the dirty
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blocks are placed in SRAM, and the clean ones are placed in
the STT-RAM area. Flip-N-Write [24] flips only those selected
bits of the block that are changed during the write back.

Another group of techniques that aimed to reduce write
latency and energy in STT-RAM can entail higher miss rates
and lower retention time, limiting the cache blocks’ validity.
To tackle this increased miss rate, Dynamic Refresh Schemes
(DRS) [36], [49] are employed, where the cache blocks on the
verge of expiry are written into the buffer first and then returned
to the cache. This mechanism incurs performance and energy
overheads due to data movement between cache and buffer,
which have been addressed by MirrorCache [36], but at the
cost of higher storage overhead. Other DRS-based technique
like CacheRevive [31] only refreshes the Most Recently Used
(MRU) blocks or apply the compiler-based optimizations [38],
[46]. However, the performance of DRS-based approaches is
limited due to request and refresh contention [38]. The refresh
energy in DRS can share a significant portion (up to 35%) of
the cache energy [35], which can incur severe thermal issues.
Hence, TEEMO employs a write-back-based technique where
the blocks, yet to expire, are written back. One such write-
back-based technique, HALLS [35], optimizes EDP with a
training-based mechanism, but the application’s online write
characteristics were not considered.

Mitigating write endurance and retention time-related issues
of NVMs were the main focuses of the prior arts [7], [18],
[42]. But, runtime increased temperature of NVM, caused by
higher write energy [25], [33], directly impacts the performance
and lifetime of the memory cells [12], and incurs read
disturbance, higher leakage energy, and compromised sensing
accuracy [21], that finally impacts the correctness of the
memory operations [22]. The elevated temperature affects the
electromechanical characteristics of the STT-RAM and can lead
to severe performance drop [12], [13], [15]. While showing how
higher temperature reduces the thermal stability and accelerates
chip failure rate, Beigi and Memik also showed how increased
retention time can assist in improving the thermal stability
of the STT-RAM [12]. But, to ensure a stable retention time
during execution, a stable and safe memory temperature is
inevitable [15]. As dynamic energy is much higher in the
case of write than read in STT-RAM, localized write density,
caused by locality [20], [41], can potentially increase local
temperature, leading to uneven temperature distribution, so the
different thermal stability across the cache area and thus affects

the retention time as well as the failure rate [12], [54].
In this paper, we compare TEEMO against HALLS [35],

which uses different retention time-based multi-bank LLC,
where each application’s profile is used to determine the bank
having the lowest EDP. But, HALLS does not consider phase-
based write variation of the application. In our experimental
setup, the write-back-based HALLS technique is implemented
using two banks with different retention periods, like TEEMO.
To the best of our knowledge, there is no other prior work in
the context of multi-retention LLC, which considered thermal
analysis of STT-RAM, that will be fit to compare against
TEEMO. Further, the rationale behind not comparing TEEMO
with refresh-based techniques (like cacheRevive) or the hybrid
cache approaches is due to extra overhead induced in terms of
SRAM buffers [35] and not considering the thermal aspects.

VII. CONCLUSION

TEEMO logically bifurcates an STT-RAM-based LLC set-
wise for two different retention times, where cache blocks are
segregated and placed in the corresponding sets based on the
types of requests responsible for their arrivals. TBy efficiently
tracking the recent access intensity on the fly, the blocks will be
prudentially managed so that write-intensive blocks are mostly
placed at lower retention time-based LLC sets. In contrast,
read-intensive ones will be handled at the higher retention
sets, reducing refresh overheads for the read-intensive blocks.
Additionally, the write counter-based dynamic block allocation
policy of TEEMO attempts to balance the write counts across
the cache sets to maintain a uniform power density, hence
the temperature, across the LLC bank, as temperature directly
impacts the performance and lifetime of the STT-RAM cells.
Overall, for an 8 MiB LLC, while surpassing a state-of-the-art
technique, TEEMO reduces EDP by 44.8% and 19.8% on an
average with a significant increase in IPC (instructions per
cycle) of 12.5% and 11.2% over the baseline ISO-area SRAM
based LLC and HALLS, respectively, while reducing spatial
thermal variance from 8.1 ◦C to 4.2 ◦C than HALLS, without
incurring any significant implementation cost. The improvement
in thermal stability further reduces failure rate by more than
95%, on average.
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